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Abstract—An evaluation of safety and security properties
performed by an independent organisation can be an important
step towards establishing trust in Automated Driving Systems
(ADS), bridging the gap between the marketing portrayal and the
actual performance of such systems in real operating conditions.
However, due to the complexity of an ADS’s behaviour and
dangers involved in performing real environment security attacks,
we believe assessments that can be performed with a combination
of simulation and validation at test facilities is the way forward.

In this paper, we outline an approach to derive test suites
applicable to generic ADS feature classes, where classes would
have similar capabilities and comparable assessment results. The
goal is to support black box testing of such feature classes
as part of an independent evaluation. By the means of co-
simulation of post-attack behaviour and critical scenarios, we
derive a representative set of physical certification tests, to gain
an understanding of the interplay between safety and security.
During the initial tests an ADS is subjected to various attacks
and its reactions recorded. These reactions such as reduced
functionality, fall back etc., together with relevant scenarios for
the class is further analysed to check for safety implications.

Index Terms—Automated Driving Systems, Safety Assessment,
Dependability, Safety, Security, Black-box testing

I. INTRODUCTION

In the last decade we have seen the advent of driver
support systems with increasing levels of automation in the
automotive domain, ranging from driver warnings to systems
performing actions to mitigate hazards. An example of the
latter is autonomous emergency braking (AEB) which is
common in modern cars. These systems have typically been
designed as fail-safe, i.e., can become unavailable at any given
time if a problem arises. Automated Driving Systems (ADS)
[1] aims beyond fail-safe behaviour and intend to remove
active supervision by a human driver and replace it with fail-
operational systems. An operational design domain (ODD)
[1] defines the operating conditions an ADS is designed

This research was carried out within the HEADSTART project which
received funding from the European Union’s Horizon 2020 research and
innovation programme under grant agreement No 824309. Content reflects
only the authors’ view and European Commission is not responsible for any
use that may be made of the information it contains.

to function within. Consequently, such systems must have
fall-back strategies that can always either ensure continued
operation or take the system to a state where the risk is
acceptably low in case of failures in vehicle components, or
if the vehicle is approaching the boundaries of the ODD. The
complexity of the fail-operational task will require new and
more effective methodologies for verification and validation.
In addition to the traditional safety issues, there will also be
a high degree of dependence on cybersecurity, e.g. due to
the use of external communication and environmental sensors
susceptible to remote attacks. A security problem may enable
a hacker to incapacitate or fool an ADS resulting in an unsafe
behaviour. Therefore, both safety and security, as well as their
interplay, must be addressed.

The ISO/SAE 21434 [2] standard currently under devel-
opment is intended to address security for road vehicles,
analogous to the ISO 26262 [3] standard which addresses
functional safety. While these standards are very important
to ensure that development of critical systems is performed
with appropriate rigor and follow best practise.

For highly automated vehicles it’s no longer viable to base
certification on the assessment of a limited number of tests
due to the complexity, i.e., the traffic situations vary in so
many ways, you cannot test them all. As a way forward a
three pillared approach considered by UNECE [?] (United
Nations Economic Commission for Europe), where an au-
dit/assessment, physical certification tests, real-world test drive
is suggested to be combined to provide a base for a complete
assessment. Covering three identified classes of scenarios
dependent on the probability of occurrence in real world
traffic: typical traffic scenarios, critical traffic scenarios and
edge case scenarios. The identification a limited representative
set of physical certification tests is still an open issue.

It is important to note that such independent tests are
a complement to, and not a replacement for, the burden
of providing an implementation-specific argument addressing
safety and security according to the standards, which remains
a responsibility of the vehicle manufacturer.
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In this paper, we contribute by proposing a method that,
by the means of co-simulation of post-attack behaviour and
critical scenarios, derive an appropriate set of physical certifi-
cation tests, with the purpose of evaluating and comparing the
ability of ADSs to withstand security threats that can affect
their safe operation. The method consists of:
(A) Extracting enough information from the feature descrip-

tion to facilitate a categorization of feature classes for
an ADS under test. With feature class, we mean generic
descriptions of ADS features that match functionality
offered by several vendors.

(B) Development of an appropriate test suite for test facilities
to assess cybersecurity, matching the feature class and
sensor setup.

(C) Co-simulation of post-attack behaviour with critical traf-
fic scenarios to evaluate safety criteria.

(D) Evaluating coverage and update the test suite if needed.
The ultimate goal is to establish independent tests applicable

for ADS feature classes, which will aid in providing comple-
mentary evidences to establish increased confidence that the
ADS will not violate the safe operating conditions even during
or after a cybersecurity attack.

II. METHOD

Security is a composite of the attributes of confidentiality,
integrity and availability [4]. However, in this study we limit
the scope to safety-relevant aspects of security (especially
availability). A schematic overview of the process is shown
in Fig.1. The building blocks that constitute the process
are explained in the following sections A-D related to the
corresponding elements in Fig.1.

A. ADS features

From the feature description available to consumers, one
can extract a coarse operational driving domain and a driving
mode. For instance, EuroNCAP [5] has defined three driving
modes with increasing levels of automation (assisted, auto-
mated and autonomous) and four simplified ODDs (parking,
city, inter-urban, and highway). Combining these gives system
definitions such as ‘assisted city’ which could be used as a
feature class with our proposed method. However, there will
likely be a need for additional details in such classes, to allow
for effective evaluation and comparability as ADSs start to
appear on the market. If a feature class can be assigned, the
members of this class would have similar capabilities and
therefore similar test suites and comparable assessment results.
From the feature description it is also possible to compile a
list of the equipped sensors that are involved in solving the
driving mode task. With basis in the feature class, it is possible
to extract representative scenarios from databases containing
field data (more on this in Sec. II-C).

B. Safety relevant security attack

For an ADS to navigate real world traffic situations safely, it
needs to perceive and comprehend its surroundings correctly
and reliably; this is accomplished using sensors. Each type
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Fig. 1. Proposed methodology of tests that could support establishing
cybersecurity informed safety in an ADS.

of sensor has its own strengths and weaknesses in terms
of performance, where typical considerations are range, res-
olution, reliability, environment limitations and update rate
of information. There is currently no single sensor available
on the market that can cater to all these needs by itself.
Hence there is a need to combine information from hetero-
geneous sensors; this is called sensor fusion [6]. A typical
example could be a system using a camera, radar and lidar
to handle object identification and tracking, combined with
an absolute positioning solution to give the observations a
frame of reference. This fusion of information from different
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sensors should make the ADS robust against an attack/failure
of a single sensor. The veracity of such redundant systems,
is what the proposed method will test. A complication is
that the redundant design solution will likely be known by
a well-informed malicious adversary, who as a countermove
will employ a two or more-pronged attack against the sensor
capability of the ADS. To encompass these kinds of scenarios
the test suite for cybersecurity must take multi-vector attacks
into account. While testing all combinations is not feasible,
an analysis of the most likely combinations should be within
the scope of establishing a hygiene level of hardening.

The exact employed test suite is system specific and depends
on the susceptible external sensors used by the ADS under
test, but should be derived from the generic test suite already
developed for the feature class. Also, the nature of the attack
comes into play. Typically, the easiest to start with is availabil-
ity. When attacking availability, the sophistication of the sensor
is unimportant, since it is almost always possible to saturate
the sensor with a matched energy level, effectively blinding it.
In the extension, the attributes of integrity and confidentiality
need to be considered for complete coverage and to reach the
goal of assessment of a baseline of cybersecurity. As a starting
point for the catalogue of attack vectors, an elaboration of
the approach in [7] will be used. In conjunction with the
specified sensors of the ADS feature under test, this will yield
an appropriate test suite. A future work would be to compile an
extensive catalogue of attack vectors and map them to known
sensors, including relevant multi-pronged attack vectors. The
comprehensiveness of a test suite is dependent on the provided
coverage. Complete coverage would be hard to attain and we
expect that in the future it can be realistically addressed by
aligning to the ongoing standardization efforts on physical
certification tests [8].

After the preparation steps it is time for testing, depicted
as the first test facility box in Fig.1. The ADS feature is
initiated in nominal behaviour, i.e. well within its ODD with
no other traffic actors present. The next instance of attack in
the test suite is selected and deployed. This should be done
in a safe and controlled environment of a test facility since
the reaction of the ADS to the attack is unknown. The best
place would be a test track, or in an anechoic chamber for
tests (if it is not possible to perform on a test track, e.g.
due to radio disturbance issues). The post-attack behaviour
to the attack is captured, at least to the level of lateral and
longitudinal movements, to form a high-resolution trajectory.
Only the observable boundary of the system is of interest (and
could also include capturing human machine interaction (HMI)
and external communication when applicable). The resulting
behaviour is then combined with a valid representation of its
environment and other actors, which is exported as a scenario.
To ensure compatibility the use of open and common data
formats is proposed, i.e. OpenDrive and OpenScenario , where
both dynamic behaviour of vehicles, environment, and the
static road network is interchangeable between instances.

C. Identifying critical scenario

From a feature class it should be possible to extract relevant
situations from databases that are searchable with regards
to traffic scenarios. An example of such a database is the
operational field data collected in the PEGASUS [9] and
StreetWise [10] projects. If trucks are the target for the testing,
the project ENSEMBLE [11] would be a source. As a starting
point, to extract a scenarios set from a database it is possible to
consider a simplified situational description (ref. Table I) from
which inspiration for the search query could be obtained.

TABLE I
SIMPLE SCENARIO SET

Scenario start Actor action
Vehicle in front Brakes
Vehicle in front Stands still
Vehicle in front Acceleratesa
Vehicle in front Cut out
Vehicle in front Cut in

Vehicle on the side Brakesa
Vehicle on the side Blocking
Vehicle on the side Accelerates

Vehicle behind Brakesa
Vehicle behind Blocking
Vehicle behind Accelerating

a Non-Hazardous scenarios

A search in a scenario indexed database would produce a
large set of scenarios from real world data that are eligible
candidates for the next step in the procedure: Co-simulate
post-attack behaviour and traffic, which is an analysis to
check if there are any potentially unsafe repercussions of the
cybersecurity attack on its own, or in combination with other
road users in a more complex and critical traffic situation.
There is a possibility to, either from a simplified set of
scenarios (like Table I) or from the scenarios collected in
real world databases, elicit critical scenarios by the use of
a criterion. This can be done for each instance of viable
combinations of post-attack behaviour of the vehicle under test
and other traffic actors. As for the criterion for safe behaviour,
a good starting premise could be that the behaviour would
be similar to how a skilled human driver would handle the
vehicle, e.g. no collisions, follow the signs and regulations
with no surprising behaviour. The exact boundary of such a
behaviour is of special interest for future work. An example of
such a behaviour (safety criterion) is time to collision (TTC),
defined as the time required for two vehicles to collide if they
continue at their present speeds and trajectories. This could
be evaluated with a simple threshold, and result in a critical
scenario or a set thereof.

D. Assess if the safety criterion holds

At this stage there is a need for validation of the results
in the previous analysis, since vehicles quite possibly have
a different post-attack behaviour in the presence of another
vehicle. This can be achieved by redeploying the attack in
the identified critical scenario on a test track to validate that
the result identified by the safety criterion holds. Here there
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Fig. 2. The system under test
(SUT) in the experiments is our
model car equipped with an
ADS.

Fig. 3. RControlStation software with trajectories overlaid on OpenStreetMap, depicting a feigned right lane on double
lane highway.

might be a need to make a facsimile of the original attack if
it was conducted in an anechoic chamber. If no update of the
method is deemed to be required, and no unsafe behaviour
is found then the test coverage is increased, and one can
move on to the next test in the test suite until the pre-defined
coverage target is reached. Coverage would be measured over
permutations of relevant scenarios for the SUT and post-attack
behaviour of the attacks in the test suite. Safe and controlled
testing with both actors and ADS vehicle could be difficult and
dangerous. Hence the feasibility and limits thereof also need
further investigation. Another problem is the permutations of
multiple attack vectors, which could modify the post-attack
behaviour.

If a real safety violation due to a cybersecurity attack is
found, it is documented with an associated severity evaluation,
and the rest of the test suite is performed. A qualitative
evaluation report with a rating could be compiled based on the
findings, where direct violations would have an adverse impact
on rating. There is a need to validate violation of criterion if
the presence of an actor modifies the post-attack behaviour,
this new behaviour must be analysed, and assessed to be safe
or unsafe under this new premise, effectively starting again
from step II-B. There might be a need to refine operating
conditions and in extension the information capturing fidelity,
or a need for improvement of the effectiveness of the search
with a safety criterion.

III. RELATED WORK

The concept of cybersecurity is not new and has been
researched thoroughly over the years as one of the prerequisite
attributes for a dependable and secure system. Security is
considered a composite of the attributes of confidentiality,
integrity and availability [4] here only safety-relevant aspects
thereof is considered. However, the automated driving systems
that are in focus here, are novel with regards to the automation
level and complexity [12]. There are several EU and national
projects [13] [9] with different approaches that are relevant
for addressing safety and security of an ADS. The proposed
way to generate tests that could support the establishment

of a baseline for the minimum level of cybersecurity of any
ADS system (shown in Fig. 1), has its genesis in the require-
ments and findings within the aforementioned projects. United
States Department of Transportation NHTSA has developed a
framework for establishing preliminary tests [14] that support
safety-testing of ADS that are currently being developed and
may come to market in the near to mid future. Though the
underlying philosophy of their approach is similar to our
proposed method, the focus in our work is on the cybersecurity
and safety interplay, and not safety alone as targeted by them.
For higher automation levels, positioning and connectivity
is part of the essential elements for effective deployment,
making cybersecurity relevant [15] [16]. In the design of the
automated driving systems there is also a need to take several
different attributes into account at the same time, such as
functional safety and cybersecurity [17] [18]. Examples of
potential cybersecurity attacks specific to automated vehicles
are catalogued in [19] [7] [20].

There is relevant work on identifying system boundaries and
specification space based on traffic scenarios [21], where traffic
scenarios can be extracted from real world data collected in en-
vironments where the ADS is meant to operate. The proposed
process aims to be compatible with the concepts in Ulbrich
et al. [22] and the PEGASUS project [23]. A framework for
assessing an ADS’s behavioural safety in normal operation
without component failures or malicious actions is proposed
by Myers et al [24]. Our proposed approach differs somewhat
in that we want to capture the behaviour of an automated
system during and after a cybersecurity attack, then inject this
behaviour into representative operating conditions in which the
ADS is meant to operate. The six-layer representation of the
scenario operating conditions from the PEGASUS project, as
well as the simplified scenario set called the challenger concept
[23], could be a starting point for dividing the specification
space into more manageable chunks. As a complete inves-
tigation into the co-simulation permutations resulting from
the combination of the scenario-based specification space and
post attack behaviour is unachievable, simplifications must
be made to make this feasible. In this work we do not
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address the universal validity of the approximations, only the
practical feasibility. Consequently, it is only in the subset of
representative scenarios for the feature that we assess if the
established safety criterion holds.

IV. EXPERIMENTAL SETUP

The automated vehicle we used in the experiments is the
model car depicted in Fig. 2, in several respects represen-
tative of a high automation level vehicle. The model car
estimates its position by combining Real Time Kinematic
Satellite Navigation (RTK-SN) with dead reckoning based on
the inertial measurement unit (IMU) and odometrical feedback
from the motor controller. A failure introduced into the RTK-
SN positioning system by a cybersecurity jamming attack will
force the ADS to navigate on dead reckoning alone. Dead
reckoning is a method to calculate the current position by using
a reference absolute position and estimating future positions
based only upon known speed, distance and course. As the
dead reckoning is relative in nature, the uncertainty will grow
over distance and time. The exact relationship between the un-
certainty of the relative position, and parameters such as speed,
distance and time is unknown. The redundant design makes
it possible to calculate the position of the model car with an
uncertainty below 5 cm with 100 Hz update rate at speeds
up to 80 km/h. The configuration, control and visualization of
the model car is handled by a custom piece of software called
RControlStation, which has direct communication with the
model car via a 4G connection. RControlStation can be used
to graphically edit trajectories overlaid on OpenStreetMap [25]
that the car can follow. Fig. 3 shows how real-time position
estimation and control is handled by the controller board of
the model car. The network interface has support for saving
trajectories on the map in RControlStation, as well as support
for uploading manually or automatically created trajectories
extracted from scenarios to the model car. We have based the
fault injection on the approach used by the FaultCheck tool
that Vedder at al. have developed in previous work [26]. This
is done by adding probes to variables in the firmware of the
controller on the model car and directing these probes with a
simplified embedded C version of FaultCheck. The technology
implemented here could in the future be re-purposed to capture
the post attack behaviour of any ADS, at the present restricted
to lateral and longitudinal movement, with ambition to cover
the complete observable boundary.

V. AN EXAMPLE OF THE PROCESS WITH AN EXPERIMENT

A. Feature extraction

The process is designed to be agnostic to the details of the
implementation. However, there are some crucial information
that would be readily available in the feature description that
needs to be extracted (Sec. II-A). In our experiment the ODD
for the system under test (SUT) (Sec. IV) is highway, and
the driving mode is to keep the vehicle in lane and adequate
distance to vehicles in front. If the edge of the driving domain
is approaching or a failure occurs, it is expected that a manual
driver will resume control of the vehicle within a reasonable

amount of time. The equipped sensors that are involved in
solving the driving mode task is a redundantly designed
positioning system that is in part based on satellite navigation.
From the information gleaned in the feature description, we
can now combine operational driving domain, driving mode
to form a feature class suitable for assessment, and where and
equipped sensors would be relevant to the test suite. A feature
class in the above example could be a Level 3 Conditional
Automated Highway Drive. The level here refers to automation
level as described in SAE J3016 [1] which encapsulate some
aspects of the driving mode. The members of this feature class
would have similar capabilities and therefore similar test suites
with comparable assessment results. Note that the reliance on
satellite navigation only is unlikely to be adequate for road
vehicles, where resilience and redundancy requirements of
sensors will be greater, but will serve to illustrate the proposed
process. The example system may be more useful in other
ODDs and with slower speeds, e.g. in agriculture.

B. Attack

The task is now to expose the SUT to suitable attack vectors
relevant to its feature class and subsequently capture and assess
the post attack behaviour thereof, as an example of Sec. II-B.
To create an appropriate test suite, the prototype catalogue of
attack vectors is consulted and attacks applicable to the sensor
setup of the current SUT are extracted. The current catalogue
available in this experiment was heavily dependent on software
defined radio (SDR) which enables great possibilities for
manipulation of the radio spectrum including jamming and
spoofing of GNSS signals.

A relevant attack vector for the SUT would be an attack
on availability of the satellite navigation signals by jam-
ming. Such an attack has feasibility considerations because
generating disturbances of the GNSS availability in an open
environment is prohibited. Enabling the vehicle to be tested in
a shielded environment like an anechoic test chamber, would
circumvent the problem of the legality with radio disturbance.
The recreation of the driving domain within a test chamber
is an area that warrants further investigation and development.
An alternative solution was implemented in the experiments to
skirt the problem of radio wave pollution. The GNSS receiver
in the SUT was disabled remotely, an option that will not be
available in all test objects, but it will serve in our example
since the effects of the operation is identical to jamming.

As the driving domain is stated to be highway, the experi-
ment is defined as navigating within the right lane on a feigned
double lane highway with right hand traffic as depicted in Fig.
3. The ADS feature is initiated in nominal behaviour which
here means that the SUT is traveling with constant speed
while keeping to its lane, this while being undisturbed by other
vehicles. The jamming attack is deployed and the post-attack
behaviour was captured. Here the complete observable bound-
ary of the system is of interest (e.g. movement, signalling,
V2X and HMI), a high-resolution trajectory would be a subset
thereof. The three trajectories in Fig. 5 show the absolute
positioning uncertainty accumulated over a distance driven
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Fig. 4. The blue is the system under test (SUT) co-simulated with an overtake scenario, enables critical scenario identification for lateral displacement
with a time to collision criteria check. The relative speed between blue and red vehicle is denoted by ∆v.

Fig. 5. ADS failure after attack, fallback budget in travel distance for the
manual diver to take over.

with a specific speed in a straight line after deploying the
attack. The SUT is of a fail-operational design and continues
to deliver service even after one of its sensors has been put
out of commission by the jamming attack. In this case the
vehicle continues to drive but with increasing inaccuracy in
its navigation since it is only using IMU and odometry. This
behaviour is not sustainable in the long run. The sample set
of the post-attack behaviour can now be co-simulated with
scenarios representative of the traffic situations the SUT was
designed for.

C. Identify critical scenario

In order to evaluate co-simulated traffic scenarios a safety
criterion has to be defined, preferably one that can be used as
a threshold to evaluate the simulation output to a scenario with
no safety impact or a critical scenario or set thereof. In this
experiment, time to collision (TTC) is used, defined as the time
required for two vehicles to collide if they continue at their
present speeds and trajectories. Since a collision is obviously
something to avoid the criterion would be universally valid
for the testing. As described in Sec. II-C, one needs to

extract relevant situations for the SUT from databases that
are searchable with regards to traffic scenarios. Here a simple
scenario database was used with a content very similar to
Table I. The scenarios are stored in OpenDrive format which
contains the road network, in this case a double lane highway
with right hand traffic, coupled with the dynamic behaviour of
the actors in OpenScenario format. The post attack behaviour
of the ego vehicle is converted to OpenScenario format and
co-simulated together with dynamic behaviour of other actors.
A simple overtake manoeuvre of the ego vehicle, illustrated
in Fig. 4, was identified as a critical scenario since the
safety criterion threshold of TTC is reached when the ego
vehicle’s absolute positioning uncertainty (left), is too large.
The overtake manoeuvre is a merge of two scenarios in
sequence, a vehicle behind that accelerates to a side by side
position.

D. Assess result

The critical scenario of the overtake manoeuvre that was
identified in the co-simulation needs to be validated to be
relevant, since vehicles could have a modified post-attack
behaviour in this more complex scenario including another
actor (Sec. II-D). This would be accomplished by redeploying
the jamming attack in the overtake manoeuvre on a test track
and assess if the premise of the safety criterion holds ,i.e.,
no change in the post-attack behaviour of the SUT. After
analysis it was found that the speed had limited contribution
to the deviation, therefore the safety criterion of TTC in the
experiments could be refined to a threshold of lateral deviation
solely dependent on travelled distance. The new threshold of
lateral deviation of more than half a meter from the absolute
position is shown as a dotted line in Fig. 5. This refined safety
criterion basically captures the situation where the SUT will
inevitably collide with any vehicle in the adjacent lane if there
is no intervention. In the design premise it was stated that
a manual driver would have the responsibility of resuming
control within a reasonable amount of time in the case of a
failure, however if the vehicle drifts into the same lane as the
overtaker it would be very difficult to judge what a reasonable
amount time would be. In this experiment the premise of the
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refined safety criterion does not hold and a real safety violation
due to a cybersecurity attack was found, it is documented with
an attached severity evaluation, and the rest of the test suite
is performed. The outcome of the severity evaluation would
be that the behaviour is unsafe with the current design if no
other safety measures exist.

VI. CONCLUSIONS AND FUTURE WORK

Automated vehicles will soon be a reality. But to be safely
released to the market it must be shown that cybersecurity
threats do not jeopardize safety. As it is virtually impossible
to validate an automated vehicle against all possible scenarios
it will face in the real world, least of all in combination
with security threats, there is a need to have a balance
between the representativeness of the tests and the reliable
performance indicators. One way is to define testing and
validation procedures of ADS features that can leverage tests
both in simulation and in real environments, such as test tracks,
into a complete assessment.

In this paper, we outline an approach to generate valid
relevant test-scenarios for cybersecurity, applicable to classes
of automated driving systems. The intention with this work
is not primarily to support the implementation of a complete
ADS, which is a much more complex undertaking, but rather
to support the investigation of the interplay between safety
and security, by giving guidance and inspiration to independent
assessment tests. The scope of our investigation is thus limited
to assessment testing where a small test batch must be shown
to be representative for a whole class of ADS features.

The methodology generates tests that have been shown to be
relevant to the establishment of a baseline for cybersecurity of
an ADS. The proposed process differs somewhat compared to
a more traditional approach where the combinatorial explosion
renders test coverage unfeasible when considering all types of
attacks and traffic scenarios. Since in contrast, the purpose
of our approach is not to provide complete coverage, but
rather aims at building confidence. The novel co-simulation
approach identifies the critical scenarios that needs to be tested
and makes the risks in the validation testing predictable, thus
enabling the use proactive strategy in addressing the hazards.
The identified critical scenarios, comprised of relevant attacks
in representative traffic conditions, may well be orchestrated
and evaluated to form a comparable independent assessment
of cybersecurity. The generalization to any ADS is a subject of
future work. Only one attribute, availability, of cybersecurity
has so far been explored. The attributes of integrity and
confidentiality require more complex attacks.

The process suggested in Fig.1 needs to be proven in use,
expanded and elaborated upon so that the general approach
can capture the complete criteria for safe behaviour related to
cybersecurity [2]. The approach has shown to be able to assess
some aspects of the parameters of interest, but the simulation
validity requires further investigation, with a set of the results
for real attacks on a test track. Of special interest would be
how to capture post-attack behaviour in a way so that it is
useful for co-simulation.

REFERENCES

[1] J. SAE, “J3016: 2018 Taxonomy and definitions for terms related to on-
road motor vehicle automated driving systems,” Society of Automotive
Engineers, Jun. 2018.

[2] I. SAE, “ISO/SAE CD 21434 - Road Vehicles – Cybersecurity engi-
neering.”

[3] ISO, “ISO 26262-1:2018 - Road vehicles – Functional safety.”
[4] A. Avizienis, J.-C. Laprie, B. Randell, and C. Landwehr, “Basic concepts

and taxonomy of dependable and secure computing,” IEEE Transactions
on Dependable and Secure Computing, vol. 1, no. 1, pp. 11–33, Jan.
2004.

[5] R. Schram, “EURO NCAP’S FIRST STEP TO ASSESS AUTOMATED
DRIVING SYSTEMS,” ESV, no. Paper Number 19-0292, p. 10, 2019.

[6] J. Becker and A. Simon, “Sensor and navigation data fusion for an
autonomous vehicle,” in Proceedings of the IEEE Intelligent Vehicles
Symposium 2000 (Cat. No.00TH8511), Oct. 2000, pp. 156–161.

[7] C. Smith, The Car Hacker’s Handbook: A Guide for the Penetration
Tester. No Starch Press, Mar. 2016.

[8] European Commission. Joint Research Centre., New approaches for
automated vehicles certification. Part I, Current and upcoming methods
for safety assessment.

[9] “Pegasus project.” [Online]. Available:
https://www.pegasusprojekt.de/en/home

[10] H. Elrofai, J.-P. Paardekooper, E. de Gelder, S. Kalisvaart, and O. O. den
Camp, “Scenario-based safety validation of connected and automated
driving,” Netherlands Organization for Applied Scientific Research,
TNO, Tech. Rep, 2018.

[11] “Homepage | Platooning Ensemble.” [Online]. Available:
www.platooningensemble.eu

[12] P. Koopman and M. Wagner, “Challenges in Autonomous Vehicle
Testing and Validation,” SAE International Journal of Transportation
Safety, vol. 4, no. 1, pp. 15–24, Apr. 2016.

[13] “EVITA.” [Online]. Available: www.evita-project.org
[14] U. S. D. of Transportation, “A Framework for Automated Driving

System Testable Cases and Scenarios,” no. DOT HS 812 623, p. 180,
Sep. 2018.

[15] C. Schmittner, Z. Ma, C. Reyes, O. Dillinger, and P. Puschner, “Us-
ing SAE J3061 for automotive security requirement engineering,” in
International Conference on Computer Safety, Reliability, and Security.
Springer, 2016, pp. 157–170.

[16] G. Macher, R. Messnarz, E. Armengaud, A. Riel, E. Brenner, and
C. Kreiner, “Integrated safety and security development in the auto-
motive domain,” SAE Technical Paper, Tech. Rep., 2017.

[17] A. Ruiz, B. Gallina, J. L. d. l. Vara, S. Mazzini, and H. Espinoza,
“Architecture-driven, Multi-concern and Seamless Assurance and Cer-
tification of Cyber-Physical Systems,” in Computer Safety, Reliability,
and Security. Springer, Cham, Sep. 2016, pp. 311–321.

[18] M. Skoglund, F. Warg, and B. Sangchoolie, “In search of synergies
in a multi-concern development lifecycle: Safety and cybersecurity,” in
International Conference on Computer Safety, Reliability, and Security.
Springer, 2018, pp. 302–313.

[19] Z. El-Rewini, K. Sadatsharan, N. Sugunaraj, D. F. Selvaraj, S. J.
Plathottam, and P. Ranganathan, “Cybersecurity Attacks in Vehicular
Sensors,” IEEE Sensors Journal, pp. 1–1, 2020.

[20] J. Petit and S. E. Shladover, “Potential Cyberattacks on Automated
Vehicles,” IEEE Transactions on Intelligent Transportation Systems,
vol. 16, no. 2, pp. 546–556, Apr. 2015.

[21] L. Wittmann, Wang, “Definition and identification of system boundaries
of highly automated driving,” in 7. Tagung Fahrerassistenz. München:
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